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About book 

Cloudera® Enterprise is one of the fastest growing platforms for the BigData computing world, 

which accommodate various open source tools like CDH, Hive, Impala, HBase and many more as well as 

licensed products like Cloudera Manager and Cloudera Navigator. There are various organization who 

had already deployed the Cloudera Enterprise solution in the production env, and running millions of 

queries and data processing on daily basis. Cloudera Enterprise is such a vast and managed platform, 

that as individual, cannot manage the entire cluster. Even single administrator cannot have entire 

cluster knowledge, that’s the reason there is a huge demand for the Cloudera Administrator in the 

market specially in the North America, Canada, France, UAE, Germany, India etc. Many international 

investment and retail bank already installed the Cloudera Enterprise in the production environment, 

Healthcare and retail e-commerce industry which has huge volume of data generated on daily basis do 

not have a choice and they have to have Hadoop based platform deployed. Cloudera Enterprise is the 

pioneer and not any other company is close to the Cloudera for the Hadoop Solution, and demand for 

Cloudera certified Hadoop Administrators are high in demand. That’s the reason HadoopExam is 

launching Hadoop Administrator Interview Preparation Material, which is specially designed for the 

Cloudera Enterprise product, you have to go through all the questions mentioned in this book before 

your real interview. This book certainly helpful for your real interview, however does not guarantee that 

you will clear that interview or not.  In this book we have covered various terminology, concepts, 

architectural perspective, Impala, Hive, Cloudera Manager, Cloudera Navigator and Some part of 

Cloudera Altus. We will be continuously upgrading this book. So, you can get the access to most recent 

material. Please keep in mind this book is written mainly for the Cloudera Enterprise Hadoop 

Administrator, and it may be helpful if you are working on any other Hadoop Solution provider as well.  

 

Feedback 

This is a full-length book from http://hadoopexam.com and we love the feedback so that we can 

improve the quality of the book. Please send your feedback on hadoopexam@gmail.com or 

admin@hadoopexam.com  

Even you want to share your experience and story with the preparation of the real exam certification, 

interview please share the same. It would help other candidates as well.  

 

Restrictions 

Entire content of this book is owned by HadoopExam.com and before using it or publishing anywhere 

else either digitally on web or printing and distribution require prior written permission from 

HadoopExam.com. You cannot use the code or exercises from this book in your software development 

or in your software product (commercial as well as open source) and you need to take prior written 

permission to use the same.  

 

Copyright© Material 
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This book contents are copyright material and it is hard work and many years of experience working 

with disruptive technologies, which helps in producing this material. All rights are reserved on the 

material published in this book. You are not allowed to any part of this material to be reproduced, 

stored in a retrieval system, and must not be transmitted in any form or by any means, without the prior 

written permission of the author and publisher, except in the case of brief quotations embedded in 

critical articles or online and off-line reviews. Wherever, you use contents make sure full detail of the 

book is mentioned.  

Author had tried as much as his/her capacity in preparing of this book so that accuracy can be 

maintained in the presented material. The material sold using this book does not have any warranty or 

guaranty either express or implied. Neither of the author, publisher, dealer and distributors will be held 

liable and responsible (explicit/implicit these all parties mentioned are not liable and responsible) for 

any damages caused or alleged to be caused directly or indirectly by this book. You should note, this 

material is part of your learning process and as time passes material can be outdated and you should 

wait or look for that latest material.  

Author and publisher have endeavored to provide trademark information about all of the companies 

and products mentioned in this book. However, we cannot guarantee the accuracy of this information. 

 

Disclaimer: 

1. Hortonworks® is a registered trademark of Hortonworks. 

2. Cloudera® is a registered trademark of Cloudera Inc 

3. Azure® is a registered trademark of Microsoft Inc. 

4. Oracle®, Java® are registered trademark of Oracle Inc 

5. SAS® is a registered trademark of SAS Inc 

6. IBM® is a registered trademark of IBM Inc 

7. DataStax ® is a registered trademark of DataStax 

8. MapR® is a registered trademark of MapR Inc. 

9. Apache® is a registered trademark of Apache Foundation 

10. Databricks® is a registered trademark of Databricks Inc 

 

Publication Information 

First Version Published: Jan 2020 

Edition: Early 

 

Piracy 

We highly discourage the piracy of copyright material especially it happened online on the internet. 

Piracy causes the damages to all, first of all it damages yourself by not honestly using the correct 

material, generally pirated material is edited and wrong information is presented which can make big 

damage as part of your learning process. As well as when you become author and honestly write similar 
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material, piracy will damage your material with the same extent or more. Hence, don’t encourage 

piracy. If piracy is reduced cost of material will automatically decreases. It also makes damages to 

author, publisher, dealer and distributors. If you come across any illegal copies of this works in any form 

on the Internet, then please share the detail with URL, location or website name immediately on email 

id hadoopexam@gmail.com we really appreciate your help in protecting author’s hard work and also 

help in reducing the cost of material.   

 

 

Author/Trainer required 

Corporate Trainer:  We have many requirements, where our corporate partners need their team to be 

trained on particular skill sets. If you are already providing corporate trainings for any skills set, then 

please become our onsite training partner and fill in the form mentioned above and our respective team 

will contact you soon. You will get very good revenue for sure. However, what we want, you must be 

able to train our corporate partner resources.  What matters to us? Your proficiency in a particular 

domain/skill and good oral communication skills. You must be able to accessible to learners as well. 

 

Online Trainer:  If you are a working professional and master or proficient in any particular skills and feel 

that, you are capable of giving online virtual trainings e.g. 2 hrs a day until course contents are 

completed.  Please send an email at admin@hadoopexam.com . You will get a very good revenue share 

for sure.  What matters to us? Your proficiency in a particular domain/skill and good oral communication 

skills. It will certainly not impact your daily work. 

 

Self-Paced Trainings:  Ok, you want to work as per your comfortable time and at the same time sharpen 

your skills. You can consider this option. You can create self-paced trainings on particular domain/skills. 

Please send an email at admin@hadoopexam.com with us as soon as possible. Before somebody else 

connect with us for the same skill set. Your commitment is very important for us. We respect your work 

and we will not sell your work in just $10 or less to acquire more resources. As we know, it takes a good 

amount of time and you will provide quality material, so we charge reasonable on that so, you will feel 

motivated with your work and effort. We respect you and your skill. 

 

Certification Material:  You may be already certified professional or preparing for particular certification 

in a specific domain/skill. So why not use this to make money as well as sharing your effort with other 

learners globally. Please connect with us by filling form or send email at admin@hadoopexam.com and 

our respective team will contact you soon. 

 

Author:  Yes, we are also looking for authors. Who can write books on a particular technology and what 

you can get certainly a very good revenue sharing and you can bring the same on your resume or linked 

in profile to show your excellence?  Yes, we are not in need of very good oral communication skills, but 

good writing skill. However, team will also help you to get work done. Author can be more than one for 

a particular book. However, we wanted you to be in long relationship. So that you don’t just write a 

single e book, but can create an entire series for a particular domain or skill.  Good royalty for sure...  
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Trending Skills (Not limited these):  
 
Hadoop 

Spark 

AWS Cloud 

Azure Cloud 

Google Cloud 

EMC 

NetApp 

VMWare 

CISCO 

HP 

 

Adobe 

Alfresco 

Apple 

AppSense 

AutoDesk 

 

Data Analysis 

DJango 

Docker 

Drupal 

Graphics 

 

Infrastructre Automation 

Internet of Things (IOT) 

ISO Development 

Java  

Java Script 

JQuery 

Kali Linux 

Laravel 

Linux 

Machine Learning 

 

Mobile Application 

Development 

NodeJS 

Android 

Angular JS 

Arduino 

IBM Watson 

IBM BPM 

WebMethod 

Gemfire 

Liferay 

 

Scala 

Python 

Java 

SQL/PLSQL 

Ruby 

 

SAP 

SAS 

Salesforce 

Oracle Cloud 

Redhat 
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Cloudera Certification & Training Material Available on HadoopExam.com are below. Please keep 

visiting website for that latest products 

 

    

 
 

 

 

Cloudera Enterprise 

 
Question-1: What is the Cloudera Enterprise? 
Answer: Cloudera Enterprise is a combined solution for the Machine Learning, Analytics, Data 

Engineering etc. Which include the following solutions. 
 Data Warehouse 

 Data Science 

 Data Engineering 

 Operational Database 

 Run in Cloud, Multi-Cloud or Hybrid Cloud solutions.  

Basically, it’s a combination of following 3 things 

- Open Source CDH (Include Hadoop & its Eco-system) 

- Cloudera Manager (Licensed product from Cloudera ) 

- Cloudera Navigator (Licensed Product from Cloudera ) 

 
Question-2: How does Cloudera Enterprise Differ with the Cloudera Altus? 
Answer: Cloudera Altus provide almost the same solution which is provided by Cloudera Enterprise. But 

in the public cloud like AWS, Azure and Google Cloud.  

 
Question-3: Can you please explain what is the use of Cloudera (SDX) Shared Data Experience? 
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Answer: Using the Cloudera ’s various solutions like Cloudera Enterprise we can have Data warehouse, 

data engineering, operational databases workloads altogether on the single platform. In such cases 

Cloudera Shared Data Experience (SDX) enables these diverse analytic processes to operate against a 

shared data catalog while having security, governance policies and schema. Even your entire Cloud 

environment is terminated, it still persists the all the metadata information.  

 
 
Question-4: Can you please tell me which all components are used as part of Cloudera Data 

Warehouse solution? 
Answer: Currently below 5 major components used to make Cloudera Data Warehouse solution. 

 Apache Impala: You can run SQL/BI analytics on the data stored in either of the following 

 AWS S3 

 Microsoft Azure Data Lake  

 HDFS 

 Apache Kudu 

 Hive on Spark: This helps in creating faster ETL/ELT solution for BI and Reporting. 

 HUE (SQL Development Workbench): At a time 1000’s of SQL developer. 

 Workload XM: It is used to analyze the current workload, query analysis and optimization of the 

cluster resources. 

 Cloudera Navigator 
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Question-5:  As part of Cloudera Enterprise Data Science solution, which all are underlined product 

majorly used or it runs on? 
Answer: Currently below 3 major components are used 

 Cloudera Data Science Workbench: CDSW provides the on-demand access to Runtime for R, 

Python, Scala and integration with the Spark framework on CDH. Even for deep learning it 

supports the GPU accelerated computing and data scientists can use a framework like 

TensorFlow, MXNet, Keras etc.  

 Apache Spark: Using Spark you can run in-memory processing. 

 Cloudera Fast Forward Labs: Using this you can design and execute your enterprise machine 

learning strategy. 

 
Question-6: What is the use of Apache Kudu? 
Answer: Kudu is a Hadoop-native storage for fast analytics on fast data. It complements the capabilities 

of HDFS and HBase.  

 
Question-7: What is Cloudera CDH? 
Answer: It is a distribution from Cloudera for Hadoop and its related projects. CDH is an open source 

product which include many projects few examples are below. 
 Hive 

 Impala 

 Kudu 

 Sentry 

 Spark 

CDH is considered unified solution for the batch processing, Interactive SQL, interactive search, Machine 

Learning, statistical computation and role-based access control. 

 
Question-8: Please tell me something about the Apache Hive? 
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Answer: Hive is a data warehouse solution for reading, writing and managing large datasets in 

distributed storage like HDFS using Hive Query Language (Almost same as SQL). These queries are 

converted into a series of jobs which execute on a Hadoop Cluster using either MapReduce or Spark. 

 
 
Question-9: There are many tools available for querying the data, then why to use Hive? 
Answer: Hive is a petabyte-scale data warehouse system which is built on the Hadoop platform. And 

one of the best available choices where you expect high growth of data volume. Hive on either 

MapReduce or Spark is best suited for batch data preparation or ETL. 

 
Question-10: Can you please give me some use cases where Hive should be used? 
Answer: Let’s see few of the below of the use cases 

 Suppose you have large ETL Sort and Join jobs to prepare the data for BI users in Impala then 

schedule such ETL jobs in the Hive.  

 Suppose you have a Job where data transfer or conversion take many hours and possibility of 

job failure in between then do such activity using Hive, which can help you in recovering and 

continues where it left. 

 Various formats of the data, suppose you are receiving data in various formats then with the 

Hive SerDe and Variety of UDFs can help in converting data in single format.  

 
Question-11: What is Hive Metastore? 
Answer: Metastore is one of the RDBMS, which is required for Hive to work. It could be MySQL, 

PostGreSQL, Oracle etc. Usually metastore has following information (metadata) stored 
 Name of the tables 

 Columns in the table 

 Partition information 

 Hadoop specific information e.g. Data Files and their block locations. 
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Question-12: Can Hive metastore used by other Hadoop components? 
Answer: Yes, Hive metastore contains the information regarding data stored on HDFS, so that other 

Hadoop components like Impala can leverage that. Even if you don't have Hive then also this Metastore 

would be used.  

 
Question-13: What do you mean by Remote Mode of Metastore? 
Answer: Remote mode means metastore should be running in its separate JVM process. And any other 

process which wanted to get connected with the Metastore for example HiveServer2, HCatalog, Impala 

etc. should use the Thrift network API.  

 
Question-14: What is HiveServer2? 
Answer: HiveServer2 is a server-side interface, you can assume it as a container for the Hive Execution 

Engine. For each client connection it creates a new execution context for Hive SQL request submitted by 

the client. Hive support for both JDBC and ODBC client, which uses the Thrift API.  

 
 
Question-15: Can Hive use the Apache Spark as a computation engine? 
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Answer: Yes, traditionally Hive using MapReduce as a computation engine, but Spark is much faster than 

MapReduce, hence in all modern solution Hive mostly uses the Spark as computation engine.  

 
Question-16: Can you run Hive queries on HBase NoSQL database? 
Answer: Yes. HBase is a NoSQL database which supports the real time read/write access to the large 

datasets in HDFS. We can run Hive queries on the HBase database as well.  

 
Question-17: Can we use Amazon RDS (Relational Database Service) as Hive Metastore? 
Answer: Yes, we can. Because AWS RDS is a service which provides the managed RDBMS solution like 

Oracle, MySQL etc.  

 
Question-18: What is Impala? 
Answer: Impala is fast query engine for running interactive queries on the data stored in HDFS, HBase or 

AWS S3. Even Impala use the same query syntax as Hive.  

 
Question-19: Impala is a replacement for the Hive? 
Answer: No. You can say Impala as an additional tool for querying BigData. Impala is better suited for 

interactive query, while Hive is better suited for the batch processing e.g. ETL.  

 
Question-20: What are the advantages of the Impala over other existing BI/Reporting tools? 
Answer: Following are the benefits of the Impala 

 SQL query syntax same as existing SQL 

 It can query high volume of the data on Hadoop. 

 Distributed queries for high performance. 

 Best fit with Hive. Because Impala can read from and write to Hive tables.  

 
Question-21: What are all the possible clients for Impala? 
Answer: You can have the following components as an Impala client, which can query or administer the 

Impala environment.  
 Hue (Web Interface for querying) 

 Impala Shell 

 ODBC 

 JDBC 

 
Question-22: Can Impala use the Hive Metastore? 
Answer: Yes, Hive Metastore has the information about available data and let it know structure of the 

data, schema, table name, column names etc.  

 
Question-23: Can you please give me basic overview, how the queries are executed in case of Impala? 
Answer: There is a process named Impala which runs on each DataNode on HDFS, which is responsible 

for executing and co-ordinating the queries. Each instance of the Impala can receive, plan & co-ordinate 

queries from Impala client. Queries would be distributed among Impala nodes, and these nodes then act 

as workers, execute queries in parallel.  
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Question-24: What is Apache Kudu? 
Answer: Apache Kudu is a columnar storage manager, developed for Hadoop platform. Kudu also shares 

the same common technical properties of Hadoop Ecosystem as below 
 Runs on commodity Hardware 

 Horizontally Scalable 

 Highly available operations 

 
Question-25: Can you please tell me some benefits of the Apache Kudu? 
Answer: Following are the few benefits of the Kudu 

 Fast processing of OLAP workloads 

 It can be easily integrated with the MapReduce, Spark, Flume & Other Hadoop Components. 

 Tight integration with Impala 

 Strong but flexible consistency e.g. consistency per request basis. 

 Highly performant for running sequential and random workloads simultaneously.  

 Can be managed using Cloudera Manager 

 Structured Data Model 

 Highly available 
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